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Getting Started to GPU Programmingdne:

= What is CUDA (Compute Unified Device Architecture) ?

o CUDA® is a parallel computing platform and programming model that
enables dramatic increases in computing performance by harnessing the
power of the graphics processing unit (GPU).
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Figure 1 The GPU Devotes More Transistors to Data Processing
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Source: https://developer.nvidia.com/cuda
Source: https://docs.nvidia.com/cuda/cuda-programming-guide/01-introduction/introduction.html



From One GPU to GPU Systems et

Vendor Hardware Software Stack

I SANVIDIA. GPU CUDA NCCL
I AMDA GPU ROCM / HIP RCCL
f{{ﬁ“ '

' s 2, HUAWEI Ascend NPU CANN / Ascend C HCCL
l Eamhncon MLU Neuware / BANG C++ CNCL
I W MOORE THREADS GPU MUSA MCCL

Figure 2 Different Vendor ‘ s Software Stack Figure 3 NVL72

GPU programming is no longer only about one GPU.

Source: https://nvidianews.nvidia.com/file/nvidia-h100-nvl-gpu 3
Source:https://www.nvidia.com/en-us/data-center/gh200-nvl72
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From One GPU to GPU Systems et

3 KiMI K3: OPEN FRONTIER INTELLIGENCE

TECHNICAL REPORT OF KiMI K3

KimiTeaem 27

ABSTRACT

We introduce King#&3, [ 2.8T pardmeter Mixture-of-Experts model with 1Q# billion activated
parameters, natiyf vision ditied, and a 1-million-token context window/Kimi K3 is built on
Kimi Delta Atgfntion [64] and Attention Residuals [58], which improve jfformation flow across
sequence length and model depth. Together with Stable LatentMoE, which effectively activates
16 of 896 ropfited experts per token, and refined training and data recigfs, these advances yield an
approximaffly 2.5x improvement in overall scaling efficiency ovey/Kimi K2 [59]. Post-training
highlights feinforcement learning across general, agentic, and coding/fomains and multiple reasoning-

yNorizon execution. At 2.8T scale,
: algorithm-system co-design for
>mory management, million-token
yment innovations.

rfectly balanced expert-parallel training with efficient
L. with persistent rollout and sandbox states, and dep,

70

Figure 3 NVL72

GPU programming is no longer only about one GPU.

Source: https://nvidianews.nvidia.com/file/nvidia-h100-nvl-gpu Source: https://arxiv.org/pdf/2607.24653 4
Source:https://www.nvidia.com/en-us/data-center/gh200-nvl72


https://nvidianews.nvidia.com/file/nvidia-h100-nvl-gpu

Why CUDA 7

“NVIDIA’s moat is its
software and ecosystem.

The Edge Singapore

The global NVIDIA ecosystem now approaches 5 million o !
developers—capping a record-setting year for new developers.

Forty thousand companies have worked with NVIDIA. There are

now more than 3,300 GPU-accelerated applications. More than

1,600 generative Al companies are building on NVIDIA.

GPU Series CPU Series

RTX 5090 (2025)  Grace CPU
Ampere A100 (2020) (2021)
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CUDA-X LIBRARIES

SUPERCOMPUTING SYSTEMS AND SOFTWARE N

NIC { DPU SWITCH

Network Interface Cards IB Switch
ConnectX CX8 (2024) CX9 (2025) Quantum
Data Processing Unit  Ethernet Switch

Hopper H100 (2022) Vera CPU (2026) Blue Field BF3(2021) BF4(2025) Spectrum X

Blackwell B200(2024)

Source: https://images.nvidia.com/nvimages/gtc/pdf/gtc24-spring-best-of-highlight.pdf




Where Does CUDA Fit? JfimngLab

NCCL

DeeplLearning stack

= CUDA GPU Computing

Frameworks (Tensorflow/Horovod, PyTorch, MXNet, ..)) d Kernels
¥ ¥ o memory
CUDNN CUBLAS o GPU threads
| swamun " o
Communication
¥ L AllReduce
IBVerbs/DevX CUDA -
o AllGather
NVIDIA Networkin NVIDIA GPUs
N = MPI Process

Figure 3 NCCL DeepLearning stack Communication

MPI — Process Communication / Coordination
NCCL — GPU Communication
CUDA — GPU Computing

Source: https://docs.nvidia.com/dgx-superpod/dgx-explained/network-operator/latest/validation.html 6




Processes to CUDA Threads JfimngLab

Tivead0 || Thread1 || Thead '
many CUDA threads

Different processes usually have Threads in the same process GPU executes many lightweight
separate address spaces. share memory. CUDA threads.

Figure 3 Processes, CPU Threads, and CUDA Threads

= Process
o A running instance of a program, usually with its own address space.

= CPU Thread
o An execution unit inside a process. Threads in the same process share
memory.

= CUDA Thread
o A lightweight execution unit running on the GPU.




How Are CUDA Threads Organized?if'“%i?

Grid Thread:
the basic execution unit
Block O Block 1 in CUDA
Block:
Thread || Thread || Thread || Thread Thread || Thread || Thread || Thread 2
0 1 2 3 0 1 2 3 a group of CUDA threads
threadIdx.x=0 1 2 3 Grid:
a group of thread blocks

] Figure 4 GPU GRid block and Threads
= Key ideas

o A thread is the basic execution unit of a CUDA kernel.
o A block is a group of CUDA threads.

o A grid is a group of thread blocks

o threadIdx.x is the thread’s x-coordinate within its block.

= Examble

hellblko<s<d, 4>>>1):
"1 block x 4 threads/block =4 CUDA threads




MPI Processes to CUDA Threads JfimngLat

many CUDA threads
Different processes usually have Threads in the same process GPU executes many lightweight
separate address spaces. share memory. CUDA threads.

Figure 3 Processes, CPU Threads, and CUDA Threads

MPI — Communication between processes
CUDA — Parallel computation with GPU threads
NCCL — Collective communication between GPUs




How does CUDA work JfimngLab

/ Host

" HOSt CPU Program (Host Code)
o The CPU side of a CUDA program 1. Prepare data
o Prepares data and controls execution. 2. Copy data to GPU (cudaMencpy)
- Device 3. Launch kernel (<<< >>>)
o The GPU side of a CUDA program ity b Pl do R
o Performs parallel computation 1. Copy data
= Kernel e - keme.l I " backto chU
o A function executed on the GPU 0N |/ Device

o Run by many CUDA threads in parallel

CUDA Kernel (Device Code)

Thread 2

Thread 0 Thread 1 Thread 3

Thread 4 Thread 5 Thread 6 Thread 7

GPU executes many threads in parallel

Figure 5 Processes, CUDA
Host—-Device Execution Model




How does CUDA work
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= Host

o The CPU side of a CUDA program

o Prepares data and controls execution.
= Device

o The GPU side of a CUDA program

o Performs parallel computation
= Kernel

o A function executed on the GPU

o Run by many CUDA threads in parallel

Host controls the program;
Device performs the parallel work.

C Program

Sequential

Execution

Serial code Host
Parallel kernel Device
Kernel0<<<o>> {)

Grid 0

Block (0, 1)
2002

Block

(1,
232,

Block (0,0)  Block (1,0)  Block (2, 0)
)

Ao (& 2

Host

22222
v

Block (1, 0)

Block (1, 1)

v
Block (1, 2)

Figure 6: Heterogeneous

Programmin

Source: https://docs.nvidia.com/cuda/pdf/CUDA_C_Programming_Guide.pdf
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How Do We Program CUDA JfimngLab

= CUDA C ++ Used in this tutorial = Other ways to use NVIDIA GPUs
'Y X Q Python

#include <stdio.h> = CUDA Python

#include <cuda_runtime.h> - PYTOI’Ch

__global__ void hello() = CuPy

' printf("Hello from GPU! Thread %d\n", threadIdx.x); u Numba

4 s Others

int main() o CUDA Fortran

{

printf("Hello from CPU!\n");

o Java bindings

hello<<<l, 4>>>();

cudaDeviceSynchronize(); nvcc
hello.cu —> nvcc —>| Executable
return 0;
CUDA source file NVIDIA CUDA compiler CUDA program
(C++ with CUDA extensions) (compiles host and device code) (e.g., ./hello)

We use CUDA C++ for it exposes the programming model directly.




Where Do We Program CUDA

\ij IngLab
HKUST

You can write CUDA code almost anywhere, but it must eventually run on a machine with a CUDA-capable NVIDIA GPU.

o Local GPU

Your own computer with
NVIDIA GPU

e.g., laptop with RTX 4060

Compile & run

Write code  —»
locally

Directly on vour own machine

000

Good for small experiments
and debugging

Fast and convenient for learning

Remote GPU Server

SSH to a server with GPU

; nviola
YOL("I:“;’T;OP Remote server
(with GPU)
Write code SSH to server
locally and run

@ Very common in research

Q Your laptop does not need a GPU

€ Compile and run on the remote
server

&) GPU Cluster (e.g., TACC)

Submit a job and use allocated GPUs

o-=-8-

Your laptop Scheduler
(e.g., TACC) Compute nodes
(with GPUs)
Prepare code Submit job Run on
and job script (e.g., shatch) allocated GPUs

@ For larger experiments
@ Shared resources ‘multi-user)
& Need to use the cluster’s job scheduler

% Common in research and production

0000

Web / Cloud

Use online GPU environments

. ]
b # A

O Jupyter

v —
Google Colab Jupyter

(e.g., cloud platforms)

Write code Runon

in browser cloud GPU

No local installation needed
Good for quick start

Convenient for beginners

Still runs on a remote NVIDIA GPU

Classroom Demonstration: by WEB https://cuda.godbolt.org

Other Choices: LeetGPU Playground / cuda.live Playground

13



TACC : Turing AI Computing Cloud JfimngLat

Scalable AI Infrastructure
Designed tor Evolving
Machine Learning Research

Tap into the Power of Turing AI Computing Cloud (TACC)

TACC Is an efficient AI computing infrastructure optimized for
machine learning applications in large-scale GPU clusters

Homework subbmission ( by submit a Job ): https://tacc.ust.hk/

14



Anatomy of a CUDA C++ Program Jre

#include <stdio.h>

#include <cuda_runtime.h> TWO Parts in One .Cu File

__global__ void kernel(...)

s GPU / Device Code
o Defines the CUDA kernel

o Executed on the GPU
o Run by many CUDA threads
s CPU / Host Code
o Prepares input data
Manages GPU memory
Transfers data between CPU and GPU
Launches the CUDA kernel
Collects the results

cudaMalloc(...);

cudaMemcpy( ...);
kernel<<<...>>>(...);
cudaDeviceSynchronize();

cudaMemcpy( ...);

o O O O

cudaFree(...);

return 0;

A CUDA C++ program contains both CPU code and GPU code.

15



Kernel .aunch and Device printf finglab

Expected Output

#include <stdio.h>
#include <cuda_runtime.h>

__global__ void hello()

{ CPU!

GPU! Thread 0
GPU! Thread 1
GPU! Thread 2
GPU! Thread 3

printf("Hello from GPU! Thread %d\n", threadIdx.x);
i

int main()

{

printf("Hello from CPU!\n");

Why four GPU messages?

hello<<<l, 4>>>();

1 block x 4 threads

cudaDeviceSynchronize(); _

4 CUDA threads

return 0; Each CUDA thread executes hello() once.

16



NVCC Compiles a CUDA Program JfimngLat

= COMPILER
-4 EXPLORER

CUDA C++ source #1 2

A- B +- v

Add..~ More ¥ Templates

S CUDAC++

1 #include <stdio.h>

2 #include <cuda_runtime.h>

3

4 // GPU code CUDA kernel executed on the GPU

>

6 _ global _ void hello()

71

8 // Each CUDA thread executes this once

9 printf("Hello from GPU!l Thread %d\n", threadIdx.>
18}

1

12 // CPU code

b2 ]

14 int main()

15

16 | // 1. prepare data on the CPU No input data is ne
17 printf("Hello from CPU!\n");

18

19 // 2. Allocate memory on the GPU Not needed becat
20

21 // 3. copy input data from CPU to GPUNot needed t
22

23 // 4. Launch the CUDA kernel 1 block, 4 CUDA thre
24 hello<<<2, 4>>>();

25

26 // 5. Wait for the GPU to finish

27 cudaDeviceSynchronize();

28

29 // 6. Copy results from GPU to CPU Not needed bec
36

31 // 7. Free GPU memory Not needed because no GPU n
32

33 return 0;

34 }

CUDA C++
Source Code

o

-

[Chat on our welcoming Discord X

intel

—

NVCC 12.5 1 (Editor #1) £ X

NVCC 1251 v g
A &~ Y- B F +-
23
28
2c
31
36
3b
3e
43
47
4c
51 esi,ox2
56 mov rdi,rax
&3 00 00 00 00
59 call 5e <main+ex48>
5e rax,QWORD PTR
62 ecx,DWORD PTR
65 rdx, rcx
48 8b 7d f4
68 mov rdi,QWORD PTR
8b 75
6¢ mov
41 b9 00
6f mov rod, ox
41 b3 80 ¢ )
75 rad,oxe
7b
7e
8 00
81 11 86 <main+ex7e>

C H Output (0/0) [already open] NvCC 1251

filtered 2. Compiler License

©® Compiler options... [

il

[rbp-ex18]

[rbp-exie]

[rbp-oxc]

[rbp-ex4]

Host Code

(CPU Assembly)

=

Device Viewer NVCC 1251 (Editor #1, Compiler #1) # X

A~ PTX v

o

[«

.extern .func

(

(.param .b32 func_retvale)

.param .b64 vprintf_param_ e,
.param .b64 vprintf_param 1

H
.global .align 1 .bg $str[27] = {72, 1e1,

1
2
3
4
50
6
7 4
8 .visible .entry hello()()
9

{
10, mov.us4 %sPL, _ local depote;
11 cvta.local.u64 %SP, %SPL;
12| add.ue4 %rd1, %sp, o;
i 13 add.ue4 %rd2, %sPL, @
H 14 mov.u32 %r1, %tid.x;
, 15 st.local.u32 [%rd2], %ri;
¥ 16 mov.us4 %rd3, $str;
17 cvta.global .u64 %rda, %rd3;
18 {
I 19 st.param.b64 [parame+@], %rd4;
¥ 20 st.param.b6a [param1+8], %rdil;
| 21 call.uni (retvale),
) 22 vprintf,
23 (
24 param@,
25 paraml
26 )3
27 1d.param.b32 %r2, [retvale+e];
28 }
29 ret;
e}

i - cached (347288) ~58 lines

Device Code
(PTX)

o

v

) AndreasFertie | Share~  Policies @~ Other~
Output of NVCC 12.5.1 (Compiler #1) £ X o
A~ O Wrap lines Select all

ASM generation compiler returned: @
Execution build compiler returned: e
Program returned: @

Hello from CPU!

Hello from GPU! Thread 0
Hello from GPU! Thread 1
Hello from GPU! Thread 2
Hello from GPU! Thread 3
Hello from GPU! Thread 0
Hello from GPU! Thread 1
Hello from GPU! Thread 2
Hello from GPU! Thread 3

Output

X

17



1 D Vector Addition
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HKUST

Vector A
index 0 1 2 3 4 5 6 7
A 1 ) 3 4 5 6 7 8
+ + + + + + + +
B 10 20 30 40 50 60 70 80
i 4 1 1 3 L 1
€ 11 22 33 44 55 66 77 88

{01,..., —1},

ol

for (int 1 = 0; 1 < N; 1++)

{

C[i] = A[1] + B[1];

One output element

<——> One CUDA thread

Note: Ais a 1-dimensional tensor in common machine-learning terminology



Mapping CUDA Threads to 1D Data Jmei

e

Grid (1D)

r
.

Block 0 (blockldx.x = 0)

threadldx.x threadldx.x
1 2 3

threadldx.x

threadldx.x

Block 1 (blockldx.x = 1)

\

threadldx.x
0
|

\\

-

Example: Block 1, Thread 2

blockIdx.x =1
blockDim.x 4
threadIdx.x = 2

i=1x4%*2=06

—> This thread processes A[6].

2

0
4
al
gl [0 [ 1 ] 2 | 3| 4
l L 4 L \d l
ey | A0l | Al | A2l | AIB] | Al | A5] | Al6] | A7)
Figure 7 Mapping CUDA Threads to 1D Data
— X -+
m  blockldx x Which block am I in?
m  blockDim.x How many threads are in one block?
m threadldx x Which thread am I inside this block?

19



1D CUDA Kernel for Addition
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One Thread, One Output Element

-

Thread Computation (Vector Addition)
; TO A[0] +> B[O]

11 A[1] + B[1]

Tid ‘ | A[2] + [ B[2]

T3 | A[3] +[ B[3] 4

d

Figure 8 CUDA Kernel for Vecto

E—

Output

C[o]

C[1]

C[2]

C[3]

S —

 ———

r Addition

® 0

__global__ void vectorAdd(int *A, int *B, int *C, int N)
{
int 1 = blockIdx.x * blockDim.x
+ threadIdx.x;

if (i < N)
{

C[i] = A[i] + B[i];

}

inti = ... Which element do I process?
if (i < N) Is the index valid?

Cl[i] = A[i] + B[i] Do my computation

Each CUDA thread computes one output element

20



Data Movement and Execution Flow JmeLa

CPU code (Host code)

int main()

GPU code (Device code)
{

__global__ void vectorAdd(int *A, int *B, int *C, int N) St LAEWES 5;

Each thread gets
its own index i

whether the index valid ffi 2= nilocatt

if (i < N) cudaMalloc ((void**)&d_B, bytes):
{ | cudaM: void**)&d C, bytes);
C[i] = A[i] + B[i];— _— _
py(d_A, A, bytes, cuda 8 Copy A, B to GPU
mcpy(d_B, B, bytes, cuda stToDevice) (A—d A B—dB)
int threadsPerBlock
int blocks =

Read AJi]

Copy result back to CPU
(d_C - C) |

GPU device

printf

for (int i
{
d_A printf("sd *, C[il);
(int *) Brintft"'-‘.n”);

return @;

21



" 41 i{ingLab
2 D Matrix Addition fingLab
Output ! _
ProbL;EiTi]ties — ’ + ,
* ,
4+ x
’ ( {zoo})
4
((Egarom)— | m L: Sequence length
F . .
] s S attention score matrix
- \ m M’ attention mask
i Lo N 00 01 02 03 O —o0 —o00 —o0
N ﬁ:: Add & Norm | lo 11 12 13 + O O — 00 — 00
® Add & Norm
—— Mt’;ﬁﬁgjd 20 21 22 23 0O O 0 —oo
Attention Attention
30 31 32 33 0 0 0 0
)
- < 090 —9© —oo —oo
Paositional Positi |
Ermloding ®—@ ¢ Er?;gg?wg — 10 11 T T®
Emlt;\g;éing En%uédpg:ng 20 21 22 —®
30 31 32 33
Inputs Cutputs
(shifted right)

Figure 9 The Transformer
model architecture

The same operation is applied independently

).

to every (

Source: https://arxiv.org/pdf/1706.03762
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Mapping CUDA Threads to 2D Data Jmei

Matrix (M x N)
Column (col)

0 1 2 3 4 5 6 7

Row (row)

(9] W N PR O

[ 4
!

Threads within a Block (blockDim.;c x blockDim.y)

threadldx.x /’ __
y —
0 1 2! 3
>
x| of (00 (1,0) (2,0) (3,0)
=)
o
£ | 1 [ oy ea S N0

Gelleny __I_

Grid of Blocks

blockldx.x s
0 1
0 Block (0,0) Block (1,0)
2
>
=i [ Block (0,1) Block (1,1)
3
el
2 Block (0,2) Block (1,2)
A 4 N -
|
Example ;

blockldx = (1, 2) row=2x2+1=5

threadldx = (2, 1)
blockDim = (4, 2)
~—-=-==--—- (row, col) = (5, 6)

col=1x4+2=6

Figure 10 Mapping 2D Threads to a Matrix

col = blockldx.x x blockDim.x + threadlax x
row = blocklax.y x blockDim.y + threadldx.y

23



2D CUDA Kernel for Addition JfimngLab

000
__qlobal__ void addMask(const float *S,const float *M,float *out,int rows,int cols) CUDA thread
{ 0 . l blockldx + threadIdx
int row blbckIdx.y * blockDim.y + threadIldx.y;
(row, col)
int col = blockIdx.x * blockDim.x + threadIdx.x; l

" T " linear index
if (row rows && col < cols)

{ p e ) N S l row * cols + col
int index = row * cols + col;
one output

out[index]

out[indéx].: S[ihdek] + M[indek];

24



2 D Matrix Multiplication
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Output
Probabilities
Linear
P ™
| AdgA Norm
/ Feed
A Forward
' Add & Norm
_Add & Norrpf :
Ardd & Nomgf Multi-Head
/ Attention
t 3 N
N Add & Norm
f—>| Add & Norm | Meckod
Multi-Head Multi-Head
Attention Attention
S T At
— Y, o )
Positional ® @ Positional
Encoding Encoding
Input Qutput
Embedding Embedding
Inputs Cutputs
(shifted right)

Figure 9 The Transformer
model architecture

11 12 11 21
— a2 _ 12 22 2 x
1 2 1 2
101 1 2 1
=1 =1 =1
= 2 1 2 2 2 x
=1 =1 =1
1 2
=1 =1 =1
1
= . .=[1 ] 2=
. T : =1
Matrix Multiplication
=1

Matrix Multiplication C GEMM ( General Matrix Multiplication) “ +

25



Toward Efficient Matrix Computationif'"%ﬁ‘s?

304040 + 505040 = ? 809080 eazy to calculate
304040 * 505040 = ? difficult to do mental arithmetic

—

Standard block multiplication

A A12:| By, B
A = y B = ’
|:A21 A By, By
Ch C12:|
C=dB =
[CZI Cyp
Cn = AuBu + ApBjy
Ciz = AnBiy + ApBy
Can = AuBn + AxnBy
Cy = AnB1p; + ApBy»

(

Needs 8 block multiplications + 4 block additions

|

~

J

~

Strassen'sidea 1969

Seven intermediate products (only 7 block multiplications):

M; = (An + A22)(Bu + B2)
M, = (Az + Ax)Bn
M; = Ay (Biz — By)
My = Ax(B2 — Bpy)
Ms = (A + A2)Bx
Ms = (A2 — An)(Bu1 + By2)
M; = (A1 — A»)(By + B)

Recombine to get the blocks of C = AB:

Chn = My + My - Ms + M,
Cio = M;+ Ms
Cy = M + M,
Cyn = My — M, + M5 + Mg

[ Needs 7 block multiplications + more additions/subtractions }

~\

J

(°)

Less expensive multiplications

( 2)= (2%7)
More cheaper addition

26



Toward Efficient Matrix Computationif'"%ﬁ‘s?

4
0 4x4+0x0+4%x5+0x0+3x5+0x0=51
6 multiplications + 5 additions
4040 3 0[] =?
0 4x4+4x5+3x5=5]1
) 3 multiplications + 2 additions FASTER
10 _ _
1. Sparse matrix 2. Special storage formats 3. Special computation |
|
B 4 N Coordinate format (COO) Sparse matrix-vector multiplication: y = Ax |
Store a list of (row, column, value) for each nonzero.
o . ES BN
2 values o o] o B | 4_|_2 . =
A= 3 row index 1 2 3 4 5 1= |8 0 e x; - = ;,;
5 col index TR S I [ T S 5 X4 Va
1 1 ( y | X5 | | s |
- - Compressed Sparse Row (CSR)
Most entries are zero Store values and column indices, with a row pointer. . ° Skip multipkications by zero (use only nonzeros)
Only a small fraction are nonzero values 4 ) 3 5 1 | Fewer memory accesses
(e.g., 5 nonzeros out of 25 entries = 20%)
col index 3 5 1 4 2 @ Common kernels: SpMV (A x), SpMM (A B)
[
Dense view: store every entry. rowpointer 0 1 2 3 4 § -
. Sparse view: store only nonzero ~ | Performance depends on sparsity pattern
{ values + positions. ‘ Store only what matters ‘ : and memory access regularity.

A

. &

=

Reduce both storage and computation

27



Takeaways: How to Think in CUDA  Jmei

IngLab

A simple learning path
1. Find indiendent work

2. Map work to threads

!

3. Compute the index

!

4. Write one output

Examples

1D example
vectorAdd

2D example

addMask
col = blockldx.x x blockDim.x + threadldx x
row = blockldx.y x blockDim.y + threadldx.y

1D or 2D, the key question is always the same:

For these introductory element-wise kernels, each thread owns one output element.

Any question please connect via zchenkv [at] connect.ust.hk
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