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From GEMM to Flash Attention JfimngLab

= GEMM Operator
= Tiled GEMM

= Softmax Operator
= Stable Softmax
= Online Softmax

= Attention Operator
= Basic Attenion Operator
= Flash Attention Operator




Review: Matrix Multiplication finglab
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__global__ void gemm(float *Q, float *K, float *S,
int L, int dk)
{
1 1 1 2 1
=1 =1 =1 int col = blockIdx.x * blockDim.x + threadIdx.x;
int row = blockIdx.y * blockDim.y + threadIdx.y;
= = 2 1 2 2 2 x
if (row < L & col < L)
{
float sum = 0.0f;
1 2
=1 =1 =1
1 for (int k = 0; k < dk; ke+)
— — 2 _ {
= . .= 1 2 = sum += Q[row * dk + k]

* K[col * dk + k];

Matrix Multiplication

(.)

S[row * L + col] = sum;
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Review : Matrix Operation

LN
#include <stdio.h>

#include <cuda_runtime.h>

__global_
it

_ void matrixAdd(int *A, int *B, int *C, int rows, int cols)
int col = blockIdx.x * blockDim.x + threadIdx.x;
int row = blockIdx.y * blockDim.y + threadIdx.y;
if (row < rows & col < cols){
int index = row * cols + col;
C[index] = A[index] + B[index];

main( )
const int rows = 4, cols = 4, N = rows * cols;

int A[N] ={1, 2, 3, 4,5, 6, 7, 8,
9,10,11,12,13,14,15,16 };

int B[N] = {10,20,30,40,50,60,70,80,
90,100,110,120,130,140,150,160};

int C[N] = {0};

int *d_A, *d_B, *d_C;

int bytes = N * sizeof(int);

cudaMalloc((void *x)&d_A, bytes);
cudaMalloc((void *x)&d_B, bytes);
cudaMalloc((void *x)&d_C, bytes);

cudaMemcpy(d_A, A, bytes, cudaMemcpyHostToDevice);
cudaMemcpy(d_B, B, bytes, cudaMemcpyHostToDevice);

dim3 threadsPerBlock(2, 2);

dim3 blocks((cols + threadsPerBlock.x - 1) / threadsPerBlock.x,
(rows + threadsPerRlack v - 1) / threadsPerRlack v)-

matrixAdd<<<blocks, threadsPerBlock>>>(d_A, d_B, d_C, rows, cols);
cudaDeviceSynchronize();
cudaMemcpy(C, d_C, bytes, cudaMemcpyDeviceToHost);

printf("C =\n");

for (int row = 0; row < rows; row++){
for (int col = 0; col < cols; col++) printf("%5d ", C[row * cols + col]);
printf(*\n¥);

cudaFree(d_A); cudaFree(d_B); cudaFree(d_C);
return 0;

#include <stdio.h>
#include <cuda_runtime.h>

__global__ void matrixMul(int *A, int *B, int *C, int rows, int cols)
{
int col = blockIdx.x * blockDim.x + threadIdx.x;
int row = blockIdx.y * blockDim.y + threadIdx.y;
if (row < rows & col < cols) {
int index = row * cols + col;
int sum = 0;
for (int k = 0; k < cols; k++)
sum += A[row * cols + k] * B[k * cols + col];
C[index] = sum;

main()
const int rows = 4, cols = 4, N = rows * cols;

int ANl ={1, 2, 3, 4,5, 6, 7, 8,
9,10,11,12,13,14,15,16 };

int B[N] = {10,20,30,40,50,60,70,80,
90,100,110,120,130,140,150,160};

int C[N] = {0};

int *d_A, *d_B, *d_C;

int bytes = N * sizeof(int);

cudaMalloc((void **)&d_A, bytes);
cudaMalloc((void **)&I_B, bytes);
cudaMalloc((void **)&I_C, bytes);

cudaMemcpy(d_A, A, bytes, cudaMemcpyHostToDevice);
cudaMemcpy(d_B, B, bytes, cudaMemcpyHostToDevice);

dim3 threadsPerBlock(2, 2);

dim3 blocks((cols + threadsPerBlock.x - 1) / threadsPerBlock.x,
(ITUWS + LIIIEdUSFEIDLUCLK.Y - 1) / LII€dUSFEIDLULK.Y );

matrixMul<<<blocks, threadsPerBlock>>>(d_A, d_B, d_C, rows, cols);

cudaDeviceSynchronize();
cudaMemcpy(C, d_C, bytes, cudaMemcpyDeviceToHost);

printf("C =\n");

for (int row = 0; row < rows; row++){
for (int col = 0; col < cols; col++) printf("%5d ", C[row * cols + col]);
printf("\n");

cudaFree(d_A); cudaFree(d_B); cudaFree(d_C);
return 0;
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Recondier attention fngLab
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Natve GEMM data path JfimngLab

1. Inputs in Global Memory 2. One thread computes one output element 3. Repeated global-memory loads
GPU Global Memory CUDA thread block (example: 1 row of threads) Example: thrends computing G0 CT O] CELY
Matrix A (M = K) || Matrix B (K= N} | Thread Thread Theead Thread A some clomeris foows O:-0f R -5y
for C[0,0] || forcio.i] | | forcro?] | | forclo.3) <10

: A0, 0]

o Thread

AD, 1] M L
- -~ Thread
Thread for C[0,0] {computes one element) A 2] €]o.2]
| fork=0_.N-1 E{EE';;*

rowW-major amay rowW-major array U sl
P — B column elements (column 0-3 of B)
Matrix C (M xN) | v v BR.0l ———*| ool

miuttiphy-add z
_____ sum += A[0, k] * B[k, 0] i racad
B[1.0] [— =
..... * for ngxt k [ 0] GI0.1]
- Thread
..... : sum B20] —»
_____ (im register) ci0.2]
e Thread
o C10.3]
¥ write C[0, 0] Same A/B data is loaded again and
again

[tz global menmory)

by many threads.

= Each thread independently loads A and B from global memory
= The same input values are repeatedly fetched by different threads
= Computation is cheap; global-memory traffic becomes the bottleneck
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Shared-Memory Tiling GEMM JfimngLab

Naive GEMM
Global Memory slow
A B
again and again
(reload)
v <
on-chip path
/ e e T, -—F..":""K
Thread
Block
C
00 01 02 03 00
x — 10 11 12 13 x 10
20 21 22 23 20
30 31 32 33 30

Tiled GEMM
Global Memory slow
A B
load once
\ 4 b4
i) B
Shared Memory fast
I e i
[ NS/ \__reuse
Thread
Block TO0 T01 T10 T11
4
Cc
01 02 03 00 01 02 03
11 12 13 10 11 12 13
21 22 23 20 21 22 23
31 32 33 30 31 32 33
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Shared-Memory Tiling GEMM JfimngLab

Naive GEMM Tiled GEMM
Global Memory slow Global Memory slow
A B A B
\W/ \ again and again load once
(reload) h 4 h 4
V] A 5
on-chip path Shared Memory fast
e T i S S e
[ NSESSSESA /S N}/ N\ reuse
Thread Thread
Block TOO T01 T10 Ik Block TOO T01 T10 T
¥ ¥
C C
00= 000071 01 107 02 207 03 30 01= o001t o1 1127 02211 03 31
I_éi o0 o1 o2 o3 4loads A 00 o1 02 o3 “4loads
: 00 10 20 30 “4loads B: 01 11 21 31 4loads
Total = 8 global loads Total = 8 global loads
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Shared-Memory Tiling GEMM JfimngLab

Naive GEMM Tiled GEMM
Global Memory slow Global Memory slow
A B A B
\W/ \ again and again load once
(reload) h 4 h 4
V] A 5
on-chip path Shared Memory fast
e T i S S e
[ NSESSSESA /S N}/ N\ reuse
Thread Thread
Block TOO T01 T10 Ik Block TOO T01 T10 T
¥ ¥
C C
00= 000071 01 107 02 207 03 30 01= o001t o1 1127 02211 03 31
I_éi o0 o1 o2 o3 4loads A 00 o1 02 o3 “4loads
: 00 10 20 30 “4loads B: 01 11 21 31 4loads
Total = 8 global loads Total = 8 global loads
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Shared-Memory Tiling GEMM JfimngLab

Naive GEMM Tiled GEMM
Global Memory slow Global Memory slow
A B A B
\W/ \ again and again load once
(reload) h 4 h 4
v X A e
on-chip path Shared Memory fast
el W i B . oo B i
/[ NSESTSEN [/ NS/ N\ reuse
Thread Thread
iy T00 T01 T10 11 i T00 T01 T10 1
¥ v
C C
00= 00 00%t 01 10F% 02 20% 03 30 10— 100t 11 10F 12 207 13 30
A: 00 o1 o2 o3 4loads A: 10 11 12 13 4loads
[B: 00 10 20 30 4loads B 00 10 20 30 4loads
lotal = o global loads lotal = & global loads
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Shared-Memory Tiling GEMM JfimngLab

00 01 02 03 00 01 02 03 00 01 02 03

5 — 10 11 12 13 % 10 11 12 13 _ 10 11 12 13 —
20 21 22 23 20 21 22 23 20 21 22 23
30 31 32 33 30 31 32 33 30 31 32 33

00= 000071 01 107 02 207 03 30
01= o001t 01 11217 02211 03 31

0= 100 Ft 11 10F 12 20F 13 30

11= 1001 Ft 11 112+ 12 21 F 13 31

Thread A loads B loads Total
TOO 4 4 8
TO1 4 4 8
T10 4 4 8
T11 4 4 8
Total 16 16 32 global loads
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Shared-Memory Tiling GEMM JfimngLab

L Tiled GEMM
00 — 00 00 01 10 02 20 03 30
Global Memory slow
— A B
01= 00 011t o1 12F 02 21F 03 31
11= 1001 Ft 112 12F 12 217 13 31 ¢ load once .
A B
AOQ: 0.: 7] Shared Memory fast
. . R I el
_ 00 o1 00 o1 /S NI/ N\ reuse
1= 1= =
0 11 10 11 ;'I“E:d TI:]T To01 T10 T
02 o3 _ 02 03 ¢
2 12 13 2 12 13 - +
©) _ " G
o0 — 00 00 01 10
) _ i 00
oo — 02 20 03 30

4+4+4+4 = 16 global loads < 32 global loads
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Shared-Memory Tiling GEMM JfimngLab

_ Tiled GEMM
00 =| 00 oo o110 02|20 T o03]30
Global Memory slow
— A B
o1 = do i b fir B ok l2zfF obl st
= + I > ' load once
11 1 01 1E 11 19 21 13 31 4 :
A B
AO 0.: 7] Shared Memory fast
’ . AR I 0
_ 00 o1 00 o1 /S NI/ N\ reuse
1= 1= =
0 11 10 11 ;'I“E:d TI:]T T01 T10 ™
02 o3 _ 02 03 ¢
2 12 13 2 12 13 - +
©) _ 4+ G
o0 — 00 00 01 10
1 _ + 00
oo — 02 20 03 30

4+4+4+4 = 16 global loads < 32 global loads
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Shared-Memory Tiling GEMM

#define TILE_SIZE 16

// Tiled GEMM: C = A * B

// Each CUDA thread computes one output element C[row][col]
__global__ void tiledGEMM(float *A, float *B, float *C, int

1)

// Shared-memory tiles
__shared__ float As[TILE_SIZE][TILE_SIZE];
__shared__ float Bs[TILE_SIZE][TILE_SIZE];

// Thread position inside the block
int tx = threadIdx.x;
int ty = threadIdx.y;

// Output element computed by this thread
int col = blockIdx.x * TILE_SIZE + tx;
int row = blockIdx.y * TILE_SIZE + ty;

float sum = 0.0f;

// Move along the K dimension tile by tile
for (int t = 0; t < (N + TILE_SIZE - 1) / TILE_SIZE; t++)
{

// 1. Global Memory -> Shared Memory
Jf s==smsemsssoccesssscssosssssesomsteseasosssssas

// Each thread loads one element of A
int A_col = t * TILE_SIZE + tx;

if (row < N & A_col < N)

As[tyl[tx] = A[row * N + A_col];
else

As[tyl[tx] = 0.0f;

// Each thread loads one element of B
int B_row = t * TILE_SIZE + ty;

if (B_row < N & col < N)

Bs[ty][tx] = B[B_row * N + coll;
else

Bs[tyl[tx] = 0.0f;

// Wait until the whole tile has been loaded
syncthreads();

A
// 2. Compute using data in Shared Memory
[/ —==—— == me— oo oo oo ooocc_couooo
for (int k = 0; k < TILE_SIZE; k++)
i

sum += As[ty]l[k] * Bs[k][tx];
3

// Make sure all threads finish using this tile
// before loading the next tile
__syncthreads();

R e
// 3. Write the final result to Global Memory
(] e e e e S

if (row < N && col < N)
{
C[row * N + col] = sum;

}

GEMM Operator _ _ Advanced Al Computing and Systems
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Shared-Memory Tiling GEMM

#define TILE_SIZE 16

// Tiled GEMM: C = A * B
// Each CUDA thread computes one output element C[row][col]

=

// Shared-memory tiles
__shared__ float As[TILE_SIZE][TILE_SIZE];
__shared__ float Bs[TILE_SIZE][TILE_SIZE];

This allocates a tile for matrix A ,B in shared memory.

/’/I *illt‘d\j pUD.L‘L.LUII .LIID-LL;C ‘L]IIC' ;J-‘LUL,IT\
int tx = threadIdx.x;
int ty = threadIdx.y;

// Output element computed by this thread
int col = blockIdx.x * TILE_SIZE + tx;
int row = blockIdx.y * TILE_SIZE + ty;

float sum = 0.0f;

b

int

// Move along the K dimension tile by tile
for (int t = 0; t < (N + TILE_SIZE - 1) / TILE_SIZE; t++)
{

// 1. Global Memory -> Shared Memory
[ ss=cesssossomsssmstomsnosssssnssmtssessDoosnsEns

// Each thread loads one element of A
int A_col = t * TILE_SIZE + tx;

if (row < N & A_col < N)

As[tyl[tx] = A[row * N + A_col];
else

As[tyl[tx] = 0.0f;

// Each thread loads one element of B
int B_row = t * TILE_SIZE + ty;

if (B_row < N & col < N)

Bs[ty][tx] = B[B_row * N + coll;
else

Bs[tyl[tx] = 0.0f;

// Wait until the whole tile has been loaded
__syncthreads();

e
// 2. Compute using data in Shared Memory
N B

for (int k = 0; k < TILE_SIZE; k++)
i

sum += As[ty]l[k] * Bs[k][tx];
3

// Make sure all threads finish using this tile
// before loading the next tile
syncthreads();

R e
// 3. Write the final result to Global Memory
(] e e e e S

if (row < N && col < N)
{
C[row * N + col] = sum;

}

GEMM Operator _ _ Advanced Al Computing and Systems
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Shared-Memory Tiling GEMM

// Move along the K dimension tile by tile

O O for (int t = 0; t < (N + TILE_SIZE - 1) / TILE_SIZE; t++)
{
e e
#define TILE_SIZE 16 // 1. Global Memory -> Shared Memory
RN ——————————
// Tiled GEMM: C = A * B // Each thread loads one element of A
// Each CUDA thread computes one output element C[row][col] int A_col =t * TILE SIZE + tx;
__global__ void tiledGEMM(float *A, float *B, float *C, int if (row < N & A_col < N)
m ) As[tyl[tx] = A[row * N + A_col];
. else
// Shared-memory tiles As[tyl[tx] = 0.0f
__ShaFEd__ float AS[IILE‘SIZE][TILE-S¥Z%]; // Each thread loads one element of B
__shared__ float Bs[TILE_SIZE][TILE_SIZE]; int B_row = t * TILE_SIZE + ty;
L. i B if (B_row < N & col < N)
// Thread position inside the block Bs[tyl[tx] = B[B_row * N + coll;
int tx = threadIdx.x; BLEE

. ) Bs[tyl[tx] = 0.0f;
int ty = threadIdx.y;
// Wait until the whole tile has been loaded
__syncthreads();

// Output element computed by this thread

int col = blockIdx.x * TILE_SIZE + tx; /] Zmmmmm oo
int row = blockIdx.y * TILE_SIZE + ty; e R .
float sum = 0.0f; Ior (int k = 0; k < TILE_SIZE; k++)
, sum += As[ty][k] * Bs[k][tx];
// Make sure all threads finish using this tile
tx / ty is the x / y -coordinate of the current o a0 the next tie
thread inside the thread block ’
22 3. Write the final result to Global Memory
Computes the global row / column index of the output e <t Es <)
element handled by this thread. T T
}
}

GEMM Operator _ _ Advanced Al Computing and Systems
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Shared-Memory Tiling GEMM

#define TILE_SIZE 16

// Tiled GEMM: C = A * B

// Each CUDA thread computes one output element C[row][col]
__global__ void tiledGEMM(float *A, float *B, float *C, int

1)

// Shared-memory tiles
__shared__ float As[TILE_SIZE][TILE_SIZE];
__shared__ float Bs[TILE_SIZE][TILE_SIZE];

// Thread position inside the block
int tx = threadIdx.x;
int ty = threadIdx.y;

// Output element computed by this thread
int col = blockIdx.x * TILE_SIZE + tx;
int row = blockIdx.y * TILE_SIZE + ty;

float sum = 0.0f;

tile by tile

// Move along the K dimension tile by tile
for (int t = 0; t < (N + TILE_SIZE - 1) / TILE_SIZE; t++)
{

T T T e e Ty

// Each thread loads one element of A
int A_col = t * TILE_SIZE + tx;

if (row < N & A_col < N)

As[tyl[tx] = A[row * N + A_col];
else

As[tyl[tx] = 0.0f;

// Each thread loads one element of B
int B_row = t * TILE_SIZE + ty;

if (B_row < N & col < N)

Bs[ty][tx] = B[B_row * N + coll;
else

Bs[tyl[tx] = 0.0f;

// Wait until the whole tile has been loaded
__syncthreads();

e
// 2. Compute using data in Shared Memory
N B

for (int k = 0; k < TILE_SIZE; k++)
i

sum += As[ty]l[k] * Bs[k][tx];
3

// Make sure all threads finish using this tile
// before loading the next tile
syncthreads();

R e
// 3. Write the final result to Global Memory
(] e e e e S

if (row < N && col < N)
{
C[row * N + col] = sum;

}

GEMM Operator _ _ Advanced Al Computing and Systems
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Shared-Memory Tiling GEMM

L N
#define TILE_SIZE 16

// Tiled GEMM: C = A * B
// Each CUDA thread computes one output element C[row][col]
__global__ void tiledGEMM(float *A, float *B, float *C, int
1)

// Shared-memory tiles

__shared__ float As[TILE_SIZE][TILE_SIZE];

__shared__ float Bs[TILE_SIZE][TILE_SIZE];

// Thread position inside the block
int tx = threadIdx.x;
int ty = threadIdx.y;

// Output element computed by this thread
int col = blockIdx.x * TILE_SIZE + tx;
int row = blockIdx.y * TILE_SIZE + ty;

float sum = 0.0f;

A tile — As
B tile — Bs

// Move along the K dimension tile by tile
for (int t = 0; t < (N + TILE_SIZE - 1) / TILE_SIZE; t++)
{

// 1. Global Memory -> Shared Memory
Jf s==smsemsssoccesssscssosssssesomsteseasosssssas

// Each thread loads one element of A
int A_col = t * TILE_SIZE + tx;

if (row < N & A_col < N)

As[tyl[tx] = A[row * N + A_col];
else

As[tyl[tx] = 0.0f;

// Each thread loads one element of B
int B_row = t * TILE_SIZE + ty;

if (B_row < N & col < N)

Bs[ty][tx] = B[B_row * N + coll;
else

Bs[tyl[tx] = 0.0f;

// Wait until the whole tile has been loaded
__syncthreads();

e
// 2. Compute using data in Shared Memory
N B

for (int k = 0; k < TILE_SIZE; k++)
i

sum += As[ty]l[k] * Bs[k][tx];
3

// Make sure all threads finish using this tile
// before loading the next tile
syncthreads();

R e
// 3. Write the final result to Global Memory
(] e e e e S

if (row < N && col < N)
{
C[row * N + col] = sum;

}

GEMM Operator _ _ Advanced Al Computing and Systems
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Shared-Memory Tiling GEMM

// Move along the K dimension tile by tile

@ & for (int t = 0; t < (N + TILE_SIZE - 1) / TILE_SIZE; t++)
{
] e e
#define TILE_SIZE 16 // 1. Global Memory -> Shared Memory
/] e e s

// Tiled GEMM: C = A * B

// Each CUDA thread computes one output element C[row][col]
__global__ void tiledGEMM(float *A, float *B, float *C, int

1)

// Shared-memory tiles
__shared__ float As[TILE_SIZE][TILE_SIZE];
__shared__ float Bs[TILE_SIZE][TILE_SIZE];

// Thread position inside the block
int tx = threadIdx.x;

// Each thread loads one element of A
int A_col = t * TILE_SIZE + tx;

if (row < N & A_col < N)

As[tyl[tx] = A[row * N + A_col];
else

As[tyl[tx] = 0.0f;

// Each thread loads one element of B
int B_row = t * TILE_SIZE + ty;

if (B_row < N & col < N)

Bs[ty][tx] = B[B_row * N + coll;
else

Bs[tyl[tx] = 0.0f;

int ty = threadIdx.y;

// Wait until the whole tile has been loaded
__syncthreads();

// Output element computed by this thread

int col = blockIdx.x * TILE_SIZE + tx;

// 2. Compute using data in Shared Memory

int row = blockIdx.y * TILE_SIZE + ty; /) el
float sum = 0.0f; Ior (int k = 0; k < TILE_SIZE; k++)

sum += As[ty]l[k] * Bs[k][tx];
3

// Make sure all threads finish using this tile
// before loading the next tile
syncthreads();

All threads in the block wait here until the entire A tile e
and B tile have been loaded into shared memory. f Riitebierio il SO

if (row < N & col < N)
{
C[row * N + col] = sum;
+
Ik

GEMM Operator _ _ Advanced Al Computing and Systems



Shared-Memory Tiling GEMM

#define TILE_SIZE 16

// Tiled GEMM: C = A * B

// Each CUDA thread computes one output element C[row][col]
__global__ void tiledGEMM(float *A, float *B, float *C, int

1)

The thread multiplies one element from its row of A's
tile with one element from its column of B's tile.

// Shared-memory tiles
__shared__ float As[TILE_SIZE][TILE_SIZE];
__shared__ float Bs[TILE_SIZE][TILE_SIZE];

// Thread position inside the block
int tx = threadIdx.x;
int ty = threadIdx.y;

// Output element computed by this thread
int col = blockIdx.x * TILE_SIZE + tx;
int row = blockIdx.y * TILE_SIZE + ty;

float sum = 0.0f;

// Move along the K dimension tile by tile
for (int t = 0; t < (N + TILE_SIZE - 1) / TILE_SIZE; t++)
{

// 1. Global Memory -> Shared Memory
[ ss=cesssossomsssmstomsnosssssnssmtssessDoosnsEns

// Each thread loads one element of A
int A_col = t * TILE_SIZE + tx;

if (row < N & A_col < N)

As[tyl[tx] = A[row * N + A_col];
else

As[tyl[tx] = 0.0f;

// Each thread loads one element of B
int B_row = t * TILE_SIZE + ty;

if (B_row < N & col < N)

Bs[ty][tx] = B[B_row * N + coll;
else

Bs[tyl[tx] = 0.0f;

// Wait until the whole tile has been loaded
__syncthreads();

e
// 2. Compute using data in Shared Memory
A S S i e
for (int k = 0; k < TILE_SIZE; k++)
i

sum += As[ty]l[k] * Bs[k][tx];
}

// Make sure all threads finish using this tile
// before loading the next tile
syncthreads();

e e e e e e e
// 3. Write the final result to Global Memory
o i i i i
if (row < N & col < N)
{

C[row * N + col] = sum;
}

GEMM Operator _ _ Advanced Al Computing and Systems
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From Max to Softmax

\ij IngLab
HKUST

feature 2
Class B
Class A
*x ® o Class C
@
® .°.‘ @
@

> feature 1

Which class does x belong to?
scores = [1.2, 2.0, 3.8]

MAX — choose Class C
MAX gives only the winner.

Softmax performs a non-linear normalization.
[t maps arbitrary real numbers to non-negative values that sum to 1,
so they can be interpreted as probabilities.

softmax([1.2, 2.0, 3.8]) = [0.06, 0.13, 0.81]

1.0 1

81%

Probabilities sum to 100%
0.06 +0.13+0.81 =1.00

0.8 1

F

= 0.6

L

(]

@ 0.4 4

= 02- 6% 13%
0.0 T T

Class A Class B

(1)

- )
(2)

- )
(2)

- )

Class C
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From Softmax to Stable Softmax I Jmeie®

(1)
o )
! ( 2)
Input Output

= — Softmax =—— = *="_ ()
( 2)
o O)

problem: _, ( ) may overflow

example 1.

x=(1000,1001,1002)
d =exp(1000) + exp(1001) + exp(1002)
exp(1000) = 1.97 x 10434
max(float64) = 1.8 x 103%8 < exp(1000)
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From Softmax to Stable Softmax I Jmeie®

(1)
-, ()
X ! ( 2)
| t tput
= —— Softmax =—— = >="_ ()
( 2)
-, ()
(1)
=1 ( _ )
; _lnput Stable output ; ( 2)
— ———— = — _ _ )
Softmax
( 2)
=1 ( - )
= ( )
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From Softmax to Stable Softmax 11~ ez

HKUST

( ) () =—
DT [ o= O e
R O N G0 N N G L b R O
) o )
__ O
5 O)

= () )

()= =) =
1

Translation Invariance of Softmax
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From Softmax to Stable Softmax IIT ifmete

. require ( — )<
=1
( — )<
2 —_—
= ?
( -)=0
= ()
(1)
=1 (_)
( 2)
()= =, =) = ()
()
=1 (—_)
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Stable Softmax Workflow I ijingLab

[ ] exp(xg — m) z/s
X1
exp\x1 —m z S
Xy p( 1 ) \ 1/ \
MAX - SUM =
X — — M = max Xx; —> §= E exp(x; —m — Softmax
3 Reduction g exp(x, — m) — ", Reduction : Pl ) 22/3 )
(scalar) c (scalar) .
XN .
e exp(xy — m) 2} S
Input vector
x € RN+ Elementwise exponentiation Elementwise normalization
(with max-subtraction) (z; = exp(x; — m))

Thread 0 Thread 1 Thread 2 Thread 3 Thread 4 Thread 5 Thread 6 Thread 7
Input vector

N
Load to
(N=28) shared memory __global__ void maxReduction(float *x, float *result, int N)

2 7 1 5 3 9 4 6
¢ extern __shared__ float sdatal];
F’{"?‘d“du) L2 l[s] [z ][] [2][le] [s]le] int tid = threadIdx.x;
stride =
4 comparisons \ / \ >/ \ »/ \ /

in parallel [ max(2, 3)=3 ] [ max(7,9) =9 ] [ max(1,4)=4 [ max(5, 6) = 6 ] if (tid < N)
sdata[tid] = x[tid];
else
sdata[tid] -FLT_MAX;

Depth =log,(8) = 3
(stride = 2)
2 comparisons ——— Total work is distributed
in parallel )= across threads for (int stride = blockDim.x / 2; stride > 0; stride /= 2)
{
if (tid < stride)
sdata[tid] = fmaxf(sdata[tid], sdata[tid + stride]);

Round 3 “ n
(stride = 1) __syncthreads();
1 comparison max(4, 9)=9

if (tid == 0)

hd
Final result m result[0] = sdata[0];
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Stable Softmax Workflow 11 JfimngLab

X0 exp(xg —m) zp/s
X1 —\
exp(x; —m) —

z1/s
X2 \
g W, N sum —> s:Zexp(x,- —m) \‘
i

x m = max Xx; —» Softmax
3 Reduction e exp(x2 = m) —7 Reduction 2y / & .

: (scalar)

(scalar) 5

XN ’ :
e exp(xy — m) J zy /s

Input vector

Xie m:;\ T3 Elementwise exponentiation Elementwise normalization
(with max-subtraction) (z; = exp(x; — m))
Thread 0 Thread 1 Thread 2 Thread 3 Thread 4 Thread 5 Thread 6 Thread 7 oo
Input vector 5 7 i & 3 3 % " Load to
(N - 8) shared memory - : .
__global__ void sumReduction(float *z, float *result, int N)
{
extern __shared__ float sdata[];
g;?dld—14) | 2 | | 3 | | 7 | | 9 | | ! | | 4 | | 5 | | & | int tid = threadIdx.x;
4 additions \ / \ >/ \ »/ \ /
in parallel 2+3=5 7+9=186 ] [ 1+4=5 ] [ 5+6=11 ] if (tid < N)
sdata[tid]
else
sdata[tid] =
Depth =log,(8) = 3
g’;’r:‘d';d_zz) ENEN | ] rounds __syncthreads();
2 additions Total additions are
. = = distributed
in parallel D 9510 6% 11=27 across thread for (int stride = blockDim.x / 2; stride > 0; stride /= 2)
{
if (tid < stride)
sdata[tid] += sdata[tid + stridel;
Round 3
(stride = 1) __syncthreads();
1 addition 10 + 27 = 37

v if (tid == 0)

Final result result[0] = sdata[0];
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Stable Softmax Workflow I ijingLab

[ ] exp(xg — m) z/s
X1
exp\x1 —m z S
Xy p( 1 ) \ 1/ \
MAX - SUM =
X — — M = max Xx; —> §= E exp(x; —m — Softmax
3 Reduction g exp(x, — m) — ", Reduction : Pl ) 22/3 )
(scalar) c (scalar) .
XN .
e exp(xy — m) 2} S
Input vector
x € RN+ Elementwise exponentiation Elementwise normalization
(with max-subtraction) (z; = exp(x; — m))

Thread 0 Thread 1 Thread 2 Thread 3 Thread 4 Thread 5 Thread 6 Thread 7
Input vector

N
Load to
(N=28) shared memory __global__ void maxReduction(float *x, float *result, int N)

2 7 1 5 3 9 4 6
¢ extern __shared__ float sdatal];
F’{"?‘d“du) L2 l[s] [z ][] [2][le] [s]le] int tid = threadIdx.x;
stride =
4 comparisons \ / \ >/ \ »/ \ /

in parallel [ max(2, 3)=3 ] [ max(7,9) =9 ] [ max(1,4)=4 [ max(5, 6) = 6 ] if (tid < N)
sdata[tid] = x[tid];
else
sdata[tid] -FLT_MAX;

Depth =log,(8) = 3
(stride = 2)
2 comparisons ——— Total work is distributed
in parallel )= across threads for (int stride = blockDim.x / 2; stride > 0; stride /= 2)
{
if (tid < stride)
sdata[tid] = fmaxf(sdata[tid], sdata[tid + stride]);

Round 3 “ n
(stride = 1) __syncthreads();
1 comparison max(4, 9)=9

if (tid == 0)

hd
Final result m result[0] = sdata[0];
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Stable Softmax Workflow 111

X0 exp(xg — m) zy/s
X1 \ \
% exp(x; —m) —\\\ z1/s ﬂ\\‘

MAX

- SUM =
X —> —> m = max X; —|s = E exp(x; —m — Softmax
3 Reduction e exp(x2 = m) —". Reduction : p( i ) Zy / T o
2 (scalar) . "
i ocaan <
XN . .
. exp(xy —m) zn /s
Input vector
xeR N Elementwise exponentiation Elementwise normalization
(with max-subtraction) (z; = exp(x; — m))

__global__ void expKernel(float *x, float *z, float m, int N)

int 1 = blockIdx.x * blockDim.x + threadIdx.x;

if (1 < N)
z[1] = expf(x[1] - m);
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Achieve Naive Stable Softmax 1jinglab

__global__ void stableSoftmax(const float* x, float* y, int B, int N)
{

// One block processes one Softmax vector

int row = blockIdx.x;

if (row >= B) return;

const float* input = x + row * N;
float* output = y + row * N;

// Shared by all threads in this block
__shared__ float m;
__shared__ float d;

// Pass 1 and Pass 2 are still sequential
if (threadIdx.x == 0) {

m = -INFINITY;

d = 0.0f;

77 Pass L. TLlna maxumam
for (ipt i =0 3 < N. j++)
m = fmaxf(m, input[j]);

} Dependency

// Pass 2: compute normalizer

Tor (LT ] = U5 J < N; J++) 1 -_ —_—
d += expf(input[j] - m); — ( )

} =1

}

// Wait until m and d are ready
__syncthreads(); ( )

—h

Pass 3: Computle Tinatl SoTtmax vatugs in parallel ( _ )
r (int j = threadIdx.x; j < N; j +=]plockDim.x) { =1 -

autoutlal aflipoutJ] Bl
' e ) o— T s ?

;)
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Stable Softmax Pipeline JfimngLab

mputvecor | M TN
2 » MAX Reduction Compute exponentials Normalize
Xg and SUM Reduction

X

9 ‘ exp(xg — m) ‘ exp(x; — m)
X] ¥l softmax; = ————

\ exp(x; —m) s
Xy —3 max | N
—» *2 i reduction — exp(x.‘l_"”) —| SUM —> 5 >
*3 ( e R Now every output needs
exXplxy —m

- 3 / Ph both m and s

x5 :
L _ N exp(xy — m) ‘
. Two reductions:
m = max; X;j R o
t s = 2 exp(x; —m) n MAX reduction — m
First scan of the input Second scan of the input n SUM reduction — s
-1
-1 = L= - -1
=< -1 1 _1
\ ' J
-1
— e L A & -
=1

GEMM Operator Softmax Operator _ Advanced Al Computing and Systems 31



From Softmax to Online Softmax finglab

1 Tic< I
1, 1 Out
" —1
-1 —1 ,
-1
-1 —1 ,
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From Softmax to Online Softmax finglab

R —1
-1 = B = - -1
=< -1 —1
-1 -1
— ( -1 ) =
=1
-1
= - -+ -
=1
-1
= S S A -
=1
-1
j— -1~ - —1+ -
=1
= -1~ 1+ -
—_— _1— - —_ + -
-1 = 1 -1 ‘|: -1
\ J
| -1
= ( -1, ) = e S A & -
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Achieve Naive Online Softmax 1jinglab

L N
__global__ void onlineSoftmax(const float* x, float* y, int B, int N)
{
// One block processes one Softmax vector
int row = blockIdx.x;
if (row >= B) return;
const floatx input = x + row * N;
float* output =y + row * N;
// Online Softmax state
__shared__ float m;
__shared__ float d;
// Pass l:update running maximum m and running normalizer d together
if (threadIdx.x == 0) {
m = -INFINITY;
d = 0.0f; _
- ( -1 )
for (int j = 0; j < N; j++) {
Tloat m_new = tmaxt(m, tnput[j]);
d =d * expf(m - m_new) + expf(input[j] - m_new);
-1
m = m_new; — _ _1+ R _
} = 1 1 +
} =1
// Wait until m and d are ready
__syncthreads();
// Pass 2:compute final Softmax values in parallel
for (int j = threadIdx.x; j < N; j += blockDim.x){
output[j] = expf(input[j] - m) / d;
}
}
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Parallel Online Softmax JfimngLab
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Parallel Online Softmax JfimngLab
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Parallel Online Softmax JfimngLab

c )y . )=C, T+ ~)
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Achieve Parallel Online Softmax 1jinglab

__global__ void onlineSoftmax(const float* x,float* y,int B,int N)
i

// One block processes one Softmax vector
int row = blockIdx.x;

if (row >= B)
return;

const float* input = x + row * N;

float* output =y + row * N; s N ——

(7~
I
=
I
~—
~
=
~—

// Online Softmax state
__shared__ float mA,dA,mB,dB,m,d;
int mid = N / 2;

// Pass l:update running maximum m and running normalizer together
if (threadIdx.x == 0){

mA = -INFINITY;

dA = 0.0f;

for (int j = 0; j < mid; j++){
float m_new = fmaxf(mA, input[j]); ( ) ( )
dA = dA * expf(mA - m_new) + expf(input[j] - m_new); ! !
mA = m_new; e —— D —— —
} one subset another subset

if (threadIdx.x == 1){
mB = -INFINITY;
dB = 0.0f;
for (int j = mid; j < N; j++){
float m_new = fmaxf(mB, input[j]);
dB dB * expf(mB - m_new) + expf(input[j] - m_new);
mB m_new;

} (: :) (: :) (: :)
. . 1 ] 1
// Wait until dA and dB are ready

syncthreads();

// Combine dA and dB
if (threadIdx.x == 0){

m = fmaxf(mA,mB);

d = dA * expf(mA - m) + dB * expf(mB - m);
ik

// Wait until m and d are ready

__syncthreads();

// Pass 2:compute final Softmax values in parallel

for (int j = threadIdx.x; j < N; j += blockDim.x){
output[j] = expf(input[j] - m) / d;

GEMM Operator Softmax Operator
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Fulture CUDA Programming

\ij IngLab
HKUST

(..

):

e

Why is naive attention slow?

o Materializes the full score matrix S = QKT
and probability matrix P = softmax(S)

« High HBM traffic: write S, read S, write
P, read P

* Time and memory grow quadratically
with sequence length: O(N?)

FlashAttention: built on two ideas

1. Tiled GEMM

Compute QKT and PV block by block instead of
materializing the full N x N matrix.
blockwise Q:K;”

2. Online Softmax

Maintain running statistics while scanning blocks:

= -+ -
S =Q0K7”,  P=softmax(S), O=PV o)« =0 )
* No full attention matrix in HBM
Why faster? *  Much lower memory traffic
* Exact attention, not approximation

GEMM Operator Softmax Operator

Attention Operator
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Fulture CUDA Programming finglab

HKUST

What we have explained What real FlashAttention-1 adds

Core algorithmic idea: Tiled GEMM + Online Softmax * One fused kernel: QKT — online softmax — PV

Avoid writing the full S = QKT and P = softmax(S)

* Careful SRAM/shared-memory/register tiling
Maintain running m and £ while scanning tiles

* Backward pass with recomputation to save memory

A small teaching kernel shows the math, not production * Causal mask, dropout, variable length, occupancy details
scheduling

FlashAttention evolves with GPU architecture

& @ @ 2
FA-1 FA-2 FA-3 FA-4
A100 / Ampere A100 / Ampere H1o00 / Hopper B200 / Blackwell

I0-aware tiling; exact attention; Less non-matmul FLOPs;

TMA + async Tensor Cores; Async MMA pipeline; tensor
no S/P matrix in HBM betterblock/warp partitioning; warp specialization; memory; 2-CTA MMA; software
~2x vs FA-1 FP8; 1.5—2% vs FA-2 exp/rescale
MHA / MQA / GQA FlashAttention family PagedAttention / KV manager
Share or group K,V heads. Exact full attention with [O-aware tiling. Page KV cache into memory blocks.
Main win: smaller KV cache in decoding. Avoid materializing S and P in HBM. Serving memory manager, not new math.

GEMM Operator Softmax Operator Attention Operator
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